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1 Introduction

The “First version of an intent ground-truth labeled data set” builds a founda-
tion for the creation of the first intent model. The data set constitutes a reissue
of a publicly available set of internet video data with an adapted list of category
labels (tags) that are related to user intent. These are described in turn in this
document.

Our ultimate goal data set that will enable the creation of the first model
of intent and thereafter also make it possible carry out comparative evaluation
of the intent-based algorithms that are developed within the project. The user’s
intent is understood as the specific purpose and motivation that underlies the
user’s search. For example, a user may be searching for information on a par-
ticular type of Dutch food, for example, poffertjes. One intent is that the user
is looking for a video that describes this food and how and when it is eaten.
Another intent is that the user wants a video whose purpose it is to teach the
viewer how to make poffertjes starting from scratch.

In general, data set creation within the project consists of collecting infor-
mation from users on the basic dimensions of their intents, putting together
a sufficiently large collection of multimedia together with accompanying social
information and annotating the multimedia items with different user events.
In order to annotate intent data sets, we plan to make use of crwowdsourcing
techniques.

2 Data set

The data set was initially described in a publication at ICMR 2011 [4]. That
description is repeated here for convenience “This data set is a collection of
CC-licensed Internet video, collected from blip.tv and created by the PetaMedia
Network of Excellence (http://www.petamedia.eu). The data set was created
in compliance with three main specifications. It had to be representative of
Internet video, it had to be able to be made freely available and it had to be
associated with a sufficiently dense social network. We noticed that users on
Twitter publish tweets about videos. We decided to collect videos from shows
for which we know that at least one episode of the show has been tweeted. We
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used Topsy (http://topsy.com) to collect blip.tv links from tweets. Their licenses
were checked to make sure that they were Creative Commons. The videos were
downloaded from blip.tv. Then Topsy was searched again to gather all users that
had mentioned any one of these videos. This set formed the Level 0 users. We
collected up to 3200 posts from each user. Then we collected the list of users
that they communicate with by directly sending them messages. These are Level
1 users. Then, we collected the profiles of Level 1 users and also of Level 2 users,
i.e., the interlocuteurs of Level 1 users.

The data set was gathered from a range of blip.tv shows (i.e., channels). It
contains ca. 350 hours worth of data for a total of 1974 episodes (247 develop-
ment and 1727 test). The episodes were chosen from 460 different shows—shows
with less than four episodes were not considered for inclusion in the data set.
Only episodes for which the speech recognizer achieved an average word-level
confidence score of > 0.7 were included in the set. The set is predominantly
English with approximate 6 hours of non-English content divided over French,
Spanish and Dutch.

Participants were provided with a video file for each episode along with meta-
data (e.g., title + description), speech recognition transcripts [3], shot-level in-
formation (shot boundaries plus one extracted keyframe per shot) [1] and social
network information from Twitter described above. Note that the social network
information was not used by any participants in 2010, but we describe it here
since it is anticipated that it will be used by others who make use of the data
set in the future. Note also that the speech recognition transcripts do not fall
under the CC-license. They were kindly donated to MediaEval 2010 by LIMSI
(http://www.limsi.fr) and Vocapia Research (http://www.vocapia.com) and are
licensed separately from the rest of the data set for research use.

The ground truth consists of tags that have been assigned to the videos
by users. We de-noised the tags, by choosing only high-frequency tags—tags
occurring > 10 times in a large sample of blip.tv content. The result was a list
of 746 tags for the development set and 1271 tags for the test set. The two sets
of tags were not mutually exclusive.

The Tagging Task, Wild Wild Web is particularly challenging, not only be-
cause the videos are largely not recorded in professional studios and the spoken
content is often spontaneously produced, but also because of the nature of the
tags to be predicted. Users use tags designating abstract topics that should not be
expected to appear in the spoken content of the videos (e.g., world politics).
Also, tags that go beyond topic to aspects such as genre (e.g., animation) are
also used. Finally, tags specific to particular people (e.g., jim kirks), series ti-
tle (e.g., the jama report), personal taste judgments (e.g., wow cool show) or
other aspects (e.g., season 1).”

3 Intent labels

A list of 960 user statements of intent was collected from Yahoo! Answers. The
collection process is described in [2]. A vocabulary list was created by discarded
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all vocabulary items that only occurred once. This list was intersected with
the list of tags associated with the blip.tv collection described in the previous
section. Then the resulting list was scanned by hand and the 50 tags most related
to intent were chosen.

– video tutorial
– video tutorials
– blogging
– help
– how
– how-to
– how to
– howto
– show
– music
– dance
– free
– movie
– project
– episode
– funny
– learning
– commercial
– filmmaking
– news
– speech
– tutorial
– tutorials
– workout
– comedy
– series
– teach
– teaching
– advertising
– software
– review
– education
– educational
– sports
– acting
– cnn
– songs
– cooking
– parenting
– advertisement
– film
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– science
– trailer
– training
– bodybuilding
– photography
– photoshop
– activities
– advice
– entertainment

The ability of these tags to reflect user intent must be experimentally verified.
However this list provides us with ground truth necessary to carry out the initial
investigation and build the foundation for the creation of a first intent model.
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